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The Southern Ocean features 
localised subduction hotspots and 
a variety of ventilation pathways

Morrison et al. (submitted)

The Southeast Pacific pathway is 
an especially rapid ventilation 
pathway, as measured by 
numerical tracer release 
experiments 

Jones et al. (JGR-Oceans, 2016)
Sallee et al. (JPO, 2010)



Ventilation is about more than 
just the overturning circulation

Morrison et al. (submitted)

1. Overturning

2. Isopycnal mixing

3. Subduction

4. Gyre circulation 

More generally, all 
of these processes 
are important:



Numerical tracer experiments reveal 
the patterns and timescales of 
ventilation 

But how sensitive is the recently 
ventilated interior to changes in 
ocean properties or surface 
forcing? 

To address this question, we will use 
adjoint modelling 

Jones et al. (JGR-Oceans, 2016)



An adjoint model is a tool for 
sensitivity analysis.  

 
All other applications derive from 

sensitivity analysis.

Errico (BAMS, 1997)



For more info: 
a trio of Southern Ocean 
adjoint sensitivity papers 
in ECCOv4 
 
(Images are clickable 
links)

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

https://agupubs.onlinelibrary.wiley.com/doi/10.1029/2019JC015460
https://journals.ametsoc.org/view/journals/phoc/50/3/jpo-d-19-0155.1.xml
https://agupubs.onlinelibrary.wiley.com/doi/10.1029/2020JC016585


(e.g. sea surface height)

(e.g. surface currents)

A traditional perturbation experiment

In a traditional “forward” perturbation experiment, we 
perturb one input and examine the changes in the outputs

Jones et al. (JGR-Oceans, 2018)
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(e.g. wind stress)

(e.g. net heat flux)

(e.g. interior heat content)

An adjoint sensitivity experiment:  
how does the “output” depend on all the “inputs”?

Jones et al. (JGR-Oceans, 2018)

In an adjoint sensitivity experiment, we calculate the 
sensitivities of a quantity of interest to a large set of inputs

Jones et al. (JGR-Oceans, 2018)



An alternative way to visualise an  
adjoint sensitivity experiment 

P. Heimbach, from presentation

Traditional “forward" experiment

Perturb one input, examine all outputs

Adjoint sensitivity experiment

Sensitivity of one output to all inputs

EXPENSIVE!



P. Heimbach, from presentation

Traditional “forward" experiment

Perturb one input, examine all outputs

Adjoint sensitivity experiment

Sensitivity of one output to all inputs

An alternative way to visualise an  
adjoint sensitivity experiment 

EXPENSIVE! EFFICIENT!
(Albeit linearlized)
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We use potential vorticity and mixed layer depth to 
identify potential subduction hotspots

Median values of annual minimum PV across 1992-2011

Data from ECCOv4-r2

Annual mean mixed layer depth (solid) 
ASO mean mixed layer depth (dashed)

Mixed layer contour (yellow solid line) 
Cut at z=300 m

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Boland et al. (JGR-Oceans, 2021)



Boland et al. (JGR-Oceans, 2021)
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We release passive tracers in the mode water 
pools; the tracer distribution highlights 
surface-to-interior ventilation pathways

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Jones et al. (JPO, 2020)

A quick aside: the volume of the RVP varies inter-annually  
(and has a multi-year trend)



(a) (b) (c)

(d) (e) (f)

351 m 410 m 477 m

553 m 635 m 722 m

We use the tracer distribution and mixed layer 
depth to define the “recently ventilated Pacific”

Jones et al. (JPO, 2020)



Kinematic sensitivities reveal source water pathways

Near-surface

Interior

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

Kinematic 
sensitivities

Sensitivities to 
near-surface 

processes cross 
the SAF (solid line) 

around AUS-NZ



East Pacific heat content is sensitive to basin-scale  
density changes

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

Dynamic 
sensitivities
approx. sensitivity to changes in density



Jones et al. (JGR-Oceans, 2020)

Kinematic Dynamic

Comparison



Jones et al. (JGR-Oceans, 2019) Sensitivities to net heat flux

East Pacific heat content is sensitive to net 
heat flux anomalies along the SAF



Jones et al. (JGR-Oceans, 2019) Sensitivities to zonal wind stress



Examining the response mechanisms:  
three step response experiments

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

Subduction region forcing pattern

  40oS 

  60oS 

High latitude forcing pattern

  40oS 

  60oS 

Gyre forcing pattern

  40oS 

  60oS 

(a) (b) (c)

Inspired by the sensitivity fields



East Pacific heat content is only weakly sensitive 
to high-latitude wind stress on 10-year timescales

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

The linear approximation 
works well here



Temperature on isopycnals and layer thickness is only weakly 
sensitive to high-latitude wind stress on 10-year timescales

(a) (b) (c)

(d) (e) (f)

Gyre forcing High-latitude forcing Subduction forcing

ΔT 
on 27.0σ0

Change in  
layer thickness

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Gyre forcing pattern

High-latitude forcing pattern

Sustained changes in 
gyre circulation have a 

larger impact on RVP heat 
content  compared with 
high-latitude changes

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Recently ventilated Pacific sector heat content is most 
sensitive to mid-latitude wind-stress anomalies (timescales 
less than 3-5 years)…

…and mid-latitude heat flux anomalies (timescales longer than 3-5 years)

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Optimal perturbation recipes: how to change the 
annual mean heat content of the recently ventilated 

interior Pacific Ocean

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Conclusions

We defined the recently ventilated Pacific (RVP) using passive tracers in 
an observationally-constrained state estimate (i.e. ECCOv4-r2)


We used an adjoint approach to produce a comprehensive sensitivity 
analysis and recommendations for optimal perturbations


RVP heat content is most sensitive to basin-scale changes, South 
Pacific gyre circulation, mid-latitude wind-stress anomalies (timescales 
less than 3-5 years), and mid-latitude heat flux anomalies (timescales 
longer than 3-5 years)


 
Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)



Next steps

Objective functions defined by a range in density 
(Ciara Pimm, PhD student, U. Liverpool) 
 
Perturbation experiments in high-resolution 
Southern Ocean models (Dave Munday, BAS) 

 



Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

For more info: 
a trio of Southern Ocean 
adjoint sensitivity papers 
in ECCOv4



Supplemental slides: 
More on adjoint modelling and 

state estimation



x(t) = [x1(t), x2(t), . . . , xn(t)]
<latexit sha1_base64="+t6BfxlfxwvfH2iQ2JU4Zxw4O+8=">AAACFnicbVDLSgMxFM3UV62vqks3wSJU0DJTBd0IRTcuK9gHtMOQSTNtaCYzJHekZehXuPFX3LhQxK24829MHwttPRBy7jn3ktzjx4JrsO1vK7O0vLK6ll3PbWxube/kd/fqOkoUZTUaiUg1faKZ4JLVgINgzVgxEvqCNfz+zdhvPDCleSTvYRgzNyRdyQNOCRjJy5+mbT/Ag1ERjvEVbg08x7ATPPDKk7stOhHocS1N7Xr5gl2yJ8CLxJmRApqh6uW/2p2IJiGTQAXRuuXYMbgpUcCpYKNcO9EsJrRPuqxlqCQh0246WWuEj4zSwUGkzJGAJ+rviZSEWg9D33SGBHp63huL/3mtBIJLN+UyToBJOn0oSASGCI8zwh2uGAUxNIRQxc1fMe0RRSiYJHMmBGd+5UVSL5ecs1L57rxQuZ7FkUUH6BAVkYMuUAXdoiqqIYoe0TN6RW/Wk/VivVsf09aMNZvZR39gff4AB7qcKg==</latexit>

A vector that describes the model state (every variable, every grid cell) at time t:

The full nonlinear model advances the model state by one timestep:

x(t) = M[x(t� 1)]
<latexit sha1_base64="AyY29xZO6zOEaG7BUBNMC0Dz2x8=">AAACD3icbVDLSsNAFJ3UV62vqEs3g0VpF5akCroRim7cCBXsA5JQJtNJO3TyYGYilpA/cOOvuHGhiFu37vwbJ20QbT1w4XDOvdx7jxsxKqRhfGmFhcWl5ZXiamltfWNzS9/eaYsw5pi0cMhC3nWRIIwGpCWpZKQbcYJ8l5GOO7rM/M4d4YKGwa0cR8Tx0SCgHsVIKqmnHya268H7tCKr8BzaPpJDjFhynVo/xpFZdXp62agZE8B5YuakDHI0e/qn3Q9x7JNAYoaEsEwjkk6CuKSYkbRkx4JECI/QgFiKBsgnwkkm/6TwQCl96IVcVSDhRP09kSBfiLHvqs7sYDHrZeJ/nhVL78xJaBDFkgR4usiLGZQhzMKBfcoJlmysCMKcqlshHiKOsFQRllQI5uzL86Rdr5nHtfrNSblxkcdRBHtgH1SACU5BA1yBJmgBDB7AE3gBr9qj9qy9ae/T1oKWz+yCP9A+vgGwJ5sr</latexit>

A simple objective function (e.g. mean potential temperature at the end of the model run):

J = J [x(tf )]
<latexit sha1_base64="X3BiMUdwjysvcTu0BxByTEouoxw=">AAAB/XicbVDJSgNBEK2JW4zbuNy8NAYhXsJMFPQiBL1IThHMApMh9HR6kiY9C909YhyCv+LFgyJe/Q9v/o2dZA6a+KDg8V4VVfW8mDOpLOvbyC0tr6yu5dcLG5tb2zvm7l5TRokgtEEiHom2hyXlLKQNxRSn7VhQHHictrzh9cRv3VMhWRTeqVFM3QD3Q+YzgpWWuuZBDV2impN2PB89jEuq65+4qGsWrbI1BVokdkaKkKHeNb86vYgkAQ0V4VhKx7Zi5aZYKEY4HRc6iaQxJkPcp46mIQ6odNPp9WN0rJUe8iOhK1Roqv6eSHEg5SjwdGeA1UDOexPxP89JlH/hpiyME0VDMlvkJxypCE2iQD0mKFF8pAkmgulbERlggYnSgRV0CPb8y4ukWSnbp+XK7VmxepXFkYdDOIIS2HAOVbiBOjSAwCM8wyu8GU/Gi/FufMxac0Y2sw9/YHz+APTBk54=</latexit>

Computer programs as functions (1 of 3)

J = J [x(tf )] = J [M[M[M[· · ·M[x(t = 0)] · · · ]]]]
<latexit sha1_base64="b184rvoUgBq86pHTaIBtSUNTB8Y="></latexit>

COMPOSITION!



If we think of the full nonlinear model as an operator that we apply over and over again:

J = J [x(tf )] = J [M[M[M[· · ·M[x(t = 0)] · · · ]]]]
<latexit sha1_base64="b184rvoUgBq86pHTaIBtSUNTB8Y="></latexit>

�J =
@J

@x(tf )
�x(tf )

<latexit sha1_base64="SHcaY4Oeny7YAGlDXp8pMVGVYCA=">AAACLnicbVDLSgMxFM3UV62vqks3wSLUTZmpgm6EogjSVQX7gE4pmTTThmYeJHfEMswXufFXdCGoiFs/w7QdsLZeCJx7zj3c3OOEgiswzTcjs7S8srqWXc9tbG5t7+R39xoqiCRldRqIQLYcopjgPqsDB8FaoWTEcwRrOsOrsd68Z1LxwL+DUcg6Hun73OWUgKa6+Wu7xwQQXMUX2HYlobEdEgmciLiaJL+N7bj4ISlC1z1OppZZqpsvmCVzUngRWCkooLRq3fyL3Qto5DEfqCBKtS0zhE48XkYFS3J2pFhI6JD0WVtDn3hMdeLJuQk+0kwPu4HUzwc8YWcdMfGUGnmOnvQIDNS8Nib/09oRuOedmPthBMyn00VuJDAEeJwd7nHJKIiRBoRKrv+K6YDo0EAnnNMhWPMnL4JGuWSdlMq3p4XKZRpHFh2gQ1REFjpDFXSDaqiOKHpEz+gdfRhPxqvxaXxNRzNG6tlHf8r4/gFHq6lM</latexit>

=
@J

@x(tf )
· @x(tf )

@x(tf � 1)
· . . . · @x(t = 1)

@x(t = 0)
· �x(t = 0)

<latexit sha1_base64="DkUtvOfdgT/5MvrRt2CCTtOgCXc="></latexit>

Then a perturbation in the initial conditions ultimately changes the objective function as follows:

Computer programs as functions (2 of 3)

Evaluate from right to left  
(always a matrix times a vector)CHAIN RULE!
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<latexit sha1_base64="bXCQmmDo6iipX5zjSYbOu1pMKQY="></latexit>

You can think of this as the adjoint model - a bunch of partial derivatives! 

In general, M and its adjoint M*: 

hMa|bi = ha|M⇤bi
<latexit sha1_base64="Rc/vnpYe94/8C9msGLwuqDqt7uA=">AAACGnicbZDLSsNAFIYn9VbrLerSzWARxEVJqqALlaIbN4UK9gJNLJPppB06uTBzIpTY53Djq7hxoYg7cePbmLQBtfXAwM/3n8OZ8zuh4AoM40vLzc0vLC7llwsrq2vrG/rmVkMFkaSsTgMRyJZDFBPcZ3XgIFgrlIx4jmBNZ3CZ+s07JhUP/BsYhsz2SM/nLqcEEtTRTUswF05xleB77GBL8l4fzvEZzniKq7cHP1ahoxeNkjEuPCvMTBRRVrWO/mF1Axp5zAcqiFJt0wjBjokETgUbFaxIsZDQAemxdiJ94jFlx+PTRngvIV3sBjJ5PuAx/T0RE0+poecknR6Bvpr2Uvif147APbFj7ocRMJ9OFrmRwBDgNCfc5ZJREMNEECp58ldM+0QSCkmaaQjm9MmzolEumYel8vVRsXKRxZFHO2gX7SMTHaMKukI1VEcUPaAn9IJetUftWXvT3ietOS2b2UZ/Svv8BjJJndY=</latexit>

Computer programs as functions (3 of 3)

�J =
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· . . . · @x(t = 1)

@x(t = 0)
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<latexit sha1_base64="ZGePzFyyLnfTm+w1hMg1Q146u9k="></latexit>

This is the “tangent linear model”

ADJOINT!



So how do we get all those partial derivatives? 

ALGORITHMIC DIFFERENTIATION!

http://www.AutoDiff.org



Algorithmic differentiation is amazing

L. Hascoet, from presentation

Ideal for complex, long, constantly evolving source code

“source to source transformation”



L. Hascoet, from presentation

Problem (minor): how do you go backwards  
through “if” statements? 

CONTROL FLOW REVERSAL!

Solution: the forward sweep must 
store all of its control flow choices. 
The reverse sweep reads them in.



Problem (major): adjoint runs require the entire 
model state at every timestep, in reverse

Solution: a mixture of 
temporarily storing 
“checkpoints” of the 
model state on disk 
and recomputing the 
model state from 
those checkpoints

CHECKPOINTING!
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3. Parameter estimates and sensitivities 

Sensitivity maps reveal  
adjustment mechanisms

Well-constrained ocean state  
with closed budgets of salt and heat

Targets for new observations

1. Datasets
2. State estimation framework  

(e.g. MITgcm, NEMO+NEMOTAM)

Adjoint model. Modifies initial 
conditions and surface forcing to 
improve model-data agreement

Forward model. Calculates time-
evolving ocean state based on 
initial conditions and surface forcing

Iterative improvements

Argo profiles

Mooring data  
(OSNAP, RAPID)

Sea surface height

Surface fluxes 

Adjoint application: 
state estimation

https://docs.google.com/document/d/1vkNLRSPgm-7KGNubyMJZJpN8MkOpCRzwQk1PSV6y4XU/edit


https://ecco.jpl.nasa.gov

https://ecco.jpl.nasa.gov/


Forget, Ferreira, and Liang (2015)

WOA

Optimised mixing

First guess mixing

ECCOv4 is constrained by  
observations

Simulated oxygen concentration, derived 
using optimised mixing rates, shows that the 
ventilation process compares well with 
observations (e.g. World Ocean Atlas)



Kinematic sensitivities reveal source water pathways

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

(Animation, 
supplemental info)



East Pacific heat content is sensitive to basin-scale  
temperature changes

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

(Animation, 
supplemental info)



Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

(Animation, 
supplemental info)

East Pacific heat content is sensitive to net 
heat flux anomalies along the SAF



East Pacific heat content is sensitive to wind 
stress as the RVP boundaries

Jones et al. (JGR-Oceans, 2019) 
Jones et al. (JPO, 2020) 
Boland et al. (JGR-Oceans, 2021)

Animation, 
supplemental info


