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Global scale hydrological modelling at 100 m, 1 h resolution, in Pyt

Rasters and map algebra operations
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Asynchronous Many-Tasks
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= Represent work by many interdependent tasks

m Allow work from multiple operations to be scheduled concurrently
= Overlap 1/O latencies with computations

= LUE framework: C++ API, Python package

m +, %, and, or, sqrt, slope, focal_mean, zonal_max,
flow_accumulation, ...

PyCatch + MERIT Hydro data

= 1 h time steps, 3 arc-second (= 100 m)
raster cells (87.600 x 84.000 cells)

Model is a regular Python script
Model uses 12 nodes (1152 CPU cores)

Subset PyCatch trace

g w
T W
AN
w0 ~
k) — strong scaling _
o[ " strong scaling.._____
g — weak scaling
T2 3 4 s 3
CPU cores NUMA nodes cluster nodes

Scalability of wildfire model

Kor de Jong (k.dejongl@uu.nl), Marc van Kreveld, Debabrata Panja, Oliver Schmitz, Derek Karssenberg
Utrecht University, lue.computationalgeography.org
Base map ©OpenStreetMap contributors


https://lue.computationalgeography.org

Global scale hydrological modelling at 100 m, 1 h resolution, in Python

LHydrologicaI catchment modelling using PyCatch

PyCatch

m Simulation of interception, evapotranspiration, surface storage, infiltration,
subsurface and overland flow [Lana-Renault and Karssenberg, 2013]

m Model ported from PCRaster Python package to LUE Python package
m Time steps of 1 hour

® Runs on laptops (small datasets) and clusters (large datasets) now
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LHydrologicaI catchment modelling using PyCatch

Case-study: Africa at 100 m, 1 h resolution

m MERIT Hydro data, 3 arc-second resolution, ~90 m at equator,
[Yamazaki et al., 2019]

87.600 x 84.000 raster cells

Proof of concept: unrealistic input data

Ran on 12 nodes, containing 1152 (real) CPU cores in total

Latency of a single time step (1 h) is currently about 2.5 minutes (compute only)
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LHydrologicaI catchment modelling using PyCatch

Case-study: Africa at 100 m, 1 h resolution

m Flow accumulation at 3 arc-second resolution

Base map ©OpenStreetMap contributors
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LHydrologicaI catchment modelling using PyCatch

Case-study: Africa at 100 m, 1 h resolution

m Scalability of new flow accumulation
operations and the whole model still
need to be determined

m Scalability of other operations and
another case-study model are good
[De Jong et al., 2021]

Runoff at 3 arc-second resolution
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L Approach

Environmental modelling

Numerical simulation models
Earth and environmental sciences
Forward simulation: state;y1 = f(state;)

Example processes / systems: soil erosion, soil water content, plant seed dispersal,
human exposome, crowd simulation, ...
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L Approach

Framework approach

m A target user is the domain expert

m Model development interface as simple as possible, e.g.: map algebra in field
based modelling: a_raster = sqrt(another_raster + a_scalar)

m Data models for representing state + modelling operations for translating state
m To the framework developer the model is not known!

(a) Local operation (b) Focal operation (c) Zonal operation (d) Network operation
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L Approach

Asynchronous Many-Tasks (AMT)

m Spawn asynchronous tasks on all workers, that together perform all work
m Also define dependencies between the tasks
m Let AMT runtime schedule tasks

m We use the HPX C+-+ library implementing the AMT programming model and
runtime [Kaiser et al., 2020]

Advantages to other approaches we seek:
m Better programmability: single API, allow to focus on modelling operations

m Similar / better use of all workers (scalability)
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L Approach

Asynchronous Many-Tasks (AMT)

Develop for a single  abstract machine containing multiple | processes and the
resulting software runs on platforms ranging from laptops to clusters
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Asynchronous Many-Tasks (AMT)
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m Artificial example with same-sized tasks and their interdependencies from three
operations

m Tasks from multiple operations can run in parallel(!)

m More concurrent tasks = more opportunity for the runtime to turn concurrency
into parallelism = lower model latency
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L Approach

Asynchronous Many-Tasks (AMT)

1 T T 1 T AT W1 [T ™1

m Trace shows tasks of different modelling operations using in the PyCatch model
running in parallel, on 6 CPU cores (vertical), through time (horizontal)

m No cores are idling during this subset of the trace

m Task size is in the order of us / ms
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L Approach

Asynchronous Many-Tasks (AMT)

Partitioned array
node 1 node 2 node 3

Partitioned algorithm

node 1

node 2

node 3

m Array partitions and computations are distributed over processes

m Task size is dependent on partition size
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L Approach

Scalability

Design, implement and asses scalability of:
m Local, focal, zonal, and network operations

m Example models

Weak scaling
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L Approach

LUE software

m All mentioned modelling operations are part of the LUE framework software
m LUE provides APIs for C++ and Python

m LUE is open source licensed and free to use

]

lue.computationalgeography.org
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L Approach

Some of the remaining challenges

m Scalable 1/O: parallel, and latencies hidden behind computations

m Additional modelling operations: kinematic_wave, dynamic_wave,
spread, ...
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